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Recap: CNN

AClassification / recognition
Alnput: image
A Network (CNN):

A Conv, RELU, MaxPool (several time)
A Fully Connected

A Output: label

Feature maps

Input

|

Convolutions Subsampling Convolutions Subsampling Fully connected



CNN example

class Classifier(nn.Module):
def dinit (self):
super(Discriminator, self). init ()
self.features = nn.Sequential(
# 3 input image channel, 6 output channels (meaning 6 different convolutions), 5x5 square convolution
nn.Conv2d(3, 6, 5)

nn.RelU(), 3 S|nce RGB

nn.MaxPool2d(2, 2),

an.Conv2d(6, 16, 5) 6 images as ouput
5x5 convolution

. to do

6 since previous ouput Is 6
16 images as ouput
self.classifier = nn.Sequential( ES)(ES (:()f]\/()ll]ti()r1

nn.Linear(16 * 5 * 5, 120),
nn.RelU(),

nn.Linear(120, 84),

o ReLU0), 16 since previous layer
nn.Linear(84, 10) If Input 32)(32
) A 1st convA 28x28

print(self.features)

print(self.classifier) A MaXPOO|A 14X14
A 2nd convA 10x10
def forward(self, input): A M&XPOO'A 5X5

x = self.features(x)
X = X.view(x.size(@), -1) # change the view in order to flatten the tensor

x = self.classifier(x)




CNN example : optimization

net = Classifier()
criterion = nn.CrossEntropyloss()

optimizer = optim.SGD(net.parameters(), 1lr=0.001, momentum=0.9)

for epoch in range(2): # loop over the dataset multiple times <€*——M l_()()r) on EBF)()(:P]
running_loss = 0.0
for i, data in enumerate(trainloader, ):
# get the inputs; data is a list of [inpuXs, labels]
inputs, labels = data

# zero the parameter gradients : . )
lteration  Iteration Iteration

optimizer.zero grad() (1 (2) (n)
Batch
Size

# forward + backward + optimize

outputs = net(inputs) Training

loss = criterion(outputs, labels)
loss.backward()

optimizer.step()

# print statistics

running_loss += loss.item()

it i % 2000 == 1999: # print every 2000 mini-batches
print(f‘[{epoch + 1}, {i + 1:5d}] loss: {running_loss / 2000:_.3f}")

running loss = 0.9

print(‘'Finished Training")




CNN: Iintroduction

fc_3 fc a4
Fully-Connected Fully-Connected
Neural Network Neural Network
Conv_1 Conv_2 RelU activation
Convolution Convolution A /—&
Cxdflme  waxsosieg  (xleme  wacrooing P
(2x2) P & (2x2) /& _dropout)

...........

INPUT nl channels nl channels n2 channels n2 channels I"‘l:'.l'l E /,

\| \ >
(28 x 28 x 1) (24 x 24 x n1) (12x12 xnl) (8x8xn2) (4 x4 xn2) '// OUTPUT

n3 units

Because of the border (conv 5x5 removes 2+2 lines/columns)



Deep learning history

Electric Brain Neural Learnlng Dartmouth Perceptron ~ ADALINE ~ XOR Problem  Backpropagation
McCulloch & Pitts Conference Rosenblatt Windrow & Hoff Minsky & Papert Werbos
Desp Belief LeMet LSTM Multilayer Perceptron Boltzmann Machine Hopfield Network
Network LeCun Hochreiter & ~Rummelhart, Hilton & Williams Hinton & Sejnowski Haopfield
. Hinton Schmidthuber RNN, Rummelhart
0000000606
Boltzmann AlexMet U-Met F!ESNet Capsulenet BERT GPTB Stahle
Machine Krizhevsky Gmdfef!nwﬁnnneberger Hinton Deviin Diffusion  —natGPT
Transformer CompVis OpenAl
Google
Brain

A After 2013: many directions of research arise
A CNN++: resNet, etc. and applications of CNN (Skeleton, tracking, etc.)
A AE
A GAN
Aé



L
JA=ML=DeepL?

A query the Web of Science publication database. The two dashed lines are
scaled by a factor of 5 (deep learning) and 3 (convolutional neural network)

:g 2000 -
= query
8 1500- — DL
2 == CNN
o ) == DBN
i 100 w— LSTM
E == AEN
£ °500- MLP
o
c
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year




Deep is eveywhere é

Apublications American Chemical Society journals with
"machine learning" anywhere in the article

700

2002 2005 2008 2011 2014 2017 2020
Year

w B U1 O
o o o O
o o o O

# of publications
S
o




CNN: real life

Real life with a scanner or a camera
It could be interesting to denoise this kind of input with a network

PPLIED



Auto Encoder (AE): principle

A
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Decoder

AThere are many types of autoencoder

—>E—> Decoder —*.2
Reconstructed
input

Compressed P

representation

Output
-7 r\/,,’/
™~ Code - r\ / \ fl

Obj = L(x, 2)



Back in the past: PCA

AA sample: 2D => (featurel, feature?2)

A A sample = featurel.VectorX + feature2.VectorY
AThe base is (VectorX, VectorY)

Altis a representation but is it the good one ?

Alf x move a bit, it means nothing according to the global point
cloud

Feature 2

Feature 1



Back in the past: PCA

C So we invented the PCA, Principal Component Analysys
A A sample = v1.FirstPrincipalComp + v2.SecondPrincipalComp
=(vl, v2)

Alf vl move a bit, the sample moves in the main direction of the
point cloud: WAHOU! GREAT!

Altis a better representation !

Feature 2

Feature 2

Feature 1 Feature 1
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Auto Encoder (AE): principle

—> Encoder —>E—> Decoder —>

Original

input Reconstructed
input
Compressed
representation
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The code is a better representation of the DATA
C LATENT SPACE
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Auto Encoder (AE): principle

Alnvented for denoising
Abut it opened the door of generative process !!!

AThe decoder is a generative network
Input Target Output

43

|
P
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Auto-encode

AFor example with 2D data (point)
A Autoencoder learns a latent space: the code
AThe AE learns that valid points are in the ellipse during training

AAfter training, providing blue points all over the space

C the auto-encoder brings back the blue points which are not in its
learned representation inside its representation (red points)

12

real data
12

104e.. .
P =
10 4

Data for training
a autoencoder 24, ™

T T T T T
0 2 4 6 8 10 12 0

an L -
T T T T T
0 2 4 6 8 10 12

AE(Blue point) C red poin
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Auto Encoder (AE): principle

—> Encoder —>E—> Decoder ——>

Original
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Code: better representation of the DATA C LATENT SPACE

Alf a value of the code changes a bit, we stay in the cloud of the data !

A Because of the activation fonction, non linear data can be represented
i n a better way than PCA & WAHOU
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Auto Encoder (AE): principle

—> Encoder —>E—> Decoder —>

Original
input Reconstructed

input
Compressed P

representation

)

(LTI L]
L ITTTTTT]
\\ //

-~
//A\\
\\\\ ////
N
/\v/\&u
/TN
I SO
J[\ //1
/,\\\

[ TTTTITTT]
O LETTTTTITTTT S

Code: better representation of the DATA C LATENT SPACE

- Latent space is not necessary smaller than the input data
- The code means nothing for an human



Auto Encoder (AE): principle

Encoder —5» Decoder
“oide

AWhat is it for?

A Noise reduction
A Compression (code<data) bl
A Interpolation

A Super resolution

A Compact code
Aapplying treat ment
A A bit the same spirit as PCA

Noisy Input
. - ed FIFA face

: - s T . a “ncoder “ncodin; ecoder econs
™ .- - - " - A
i - p x) 1 1 g e K & - o Fir. s E hic
- . - ‘.' 3 L3 [~ L .. s : ks : 7 , " ; m.!
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[ | ﬂ ' ﬁ* ' ‘
. - . . . Real fac face

Ronaldo's face enhancement |n FIFA




Need Deconvolution ! verse( Sam

valid padding (2x2)

With ConvNN, need DeConv é

ADeconvolution: increase the image size + convolution

A A transposed convolution

reconstructs a larger spatial size from a smaller one, by
Al nsertingo empty spaces bet we:e
applying the convolution.

AThi s simulates a ndeconvolutionbo

A Deconvolution = Convolution



Conv_1

Need Deconvolution ! verse( Sam

valid padding 2x2)

Deconvolution: Increase the image size + convolution

Two step

A Space expansions: transposed convolution increases spatial size by
Introducing spaces between feature map pixels (a bit like inserting
Nzeroso between pixels).

~Inverse of Max -Pooling

A Applying a filter: next, a filter is applied in a similar way to normal
convolution, but this time the results are combined to produce a larger

output
~filters ~learn to reconstruct the information

It iIs not an inverse in the mathematical sens



Conv2DTranspose

Athe transposed convolution broadcasts input elements
via the kernel
A producing an output that is larger than the input

Input Kernel

0] 1 Transposed 01

213 Conv 213
Output
0|0 0] 1 0|01
=|10]0 + 213|+|0] 2 + 0|3|=|0|4]|6




D
CNN: Decode

Transposed convolution (!= Convolution)
Awith stride 1 and padding 2
Ajust pad the original input (blue entries)

with zeroes (white entries)
Aand then a filter

Alnput 2x2 (blue), stride 0 padding 2 conv3x3
C Output 4x4 (green)




L
CNN: Decode / Conv2DTranspose

Input 2x2 (blue) A Conv2DT conv3x3, stride 1 and padding 2
Output 5x5 (green)

A Because stride 1 + padding 2 A space of computation 7x7
A The stride reduces the image size in convolution
A The stride increases the image size inthe  ConvTranspose




Dilated Convolution

AConv 3x3, no padding, no stride, dilation 1




Conv / Deconv: test

Ahttps://asiltureli.github.io/Convolution-Layer-Calculator/

ConvNet Output Size Calculator

Convolution Dimension:
Input: Width W: Height H: Depth D:

Convolution Parameters:

Kernel Size: X X

Strice: EIEN KNI ~
Dilation: Padding: [}

Convolution Result: 128 x 128 — 126 x 126

Reset to default



CNN: Decode

AConvolutional autoencoder (CAE)

1024
I\

5

4|
1OOZ{|:| =)

Code Project and Stride 2
reshape Deconv 1

Deconv 2

Deconv 4
Image

Convolutions in the encoder and deconvolutions in the decoder
are complementary

A but not explicitly linked

A weights are not shared between encoder and decoder

A but dimensions are symmetric
A The only direct link between encoder and decoder is via the latent code



Exemple of interpolation

Denoising is cool but ¢&
AE is much more than that !!!
Example: morphing

Latent code of 7 € t.Code7 + (1-t).Code8
Latent code of 2 C interpolation

latent code of 8

C
C latent code of O
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Exemple of interpolation




L
Sparse Auto Encoder

|l n the cost
A Improves performance

funct

il on ( | oss ): fav

A Intuition: have mainly useful neurons (with a strong weight) to have a

Asmart o and

Input layer I Hidden layers I Output layer

Sparse Autoencoder

Acompacto

representat

Distance between input and output

e

Obj = L(z,z) + A |a,§h)|

/

Promotes sparsity
to reduce the size of the code
(avoid dispersion)



Sparse Auto Encoder: L1 / L2 standard

AUsing the L1 norm in the
cost function 9
Ly = |lw||, Ly = w

Obj = L(x,2) + AY. [a'"]

llllll

Intuition: gradientis -1 or+1, .. .. .. AN
therefore a larger step at each i l
iteration than With the L2 norm L1 regularization and its derivative

which will take small steps

IIIIII

SSSSSSSSSSSSSSSSSS




Sparse Auto Encoder: L1 standard

AFewer neurons activated A more efficient useful neurons A
more fHnintelligento/ nefficien

Autoencoder gparse Autoencoder with L1 Reg

100 100

200 200
300

300

400 400

0 50 100 150 200 0 50 100 150 200

Classic AE



Sparse Auto Encoder: k best

AK- nearest Sparse Autoencoder
(Makhzani and Frey, 2013)

A sparsity is enhanced by keeping only the k highest activations in
the code layer

A Sort the values of the code vector. Only the k largest values are
kept, while the others are set to O.

A This operation can be done with an adjustable ReLU threshold

Latent Space Reconstructed

Input Feat .
nput Features Representation Features

T N ENCODER DECODER

X0
X1
N
Qe 0SS X2
5 ;é:"o £
A




Sparse Auto Encoder: k best

AK- nearest Sparse Autoencoder
A Example with MNIST: (k= code size)

- ‘s - | < “\

Vst




Variational Auto Encoder (VAE)

Autoencoder

Variational
Autoencoder

TEEEENEE

x T

- . - |

— — Il non-regularized
B ﬁ B latent space !!!

: latent vector :

) reconstructed

nput input

mean and the standard deviation

l

-ﬁ

sampling

Decoder is similar

In VAE, encoder outputs parameters of a pre-defined distribution in the latent space for every input.
The VAE imposes a constraint on this latent distribution forcing it to be a normal distribution.
This constraint makes sure that the latent space is regularized.



L
Variational Auto Encoder (VAE)

A2014 D. Kingma and M. Welling

Alnstead of mapping the input to a single point in the latent space,
the encoder maps it to a probability distribution, from which latent
samples are drawn

T Z

sampling

latent
latent vector

distribution
reconstructed

input . . . ¢
reconstruction loss = ||z — |2 = ||z — dy(2)||, = ||z — dg(pe + oz€)|[, HPY

Uy 0r = eg(z), €~ N(0,I)
similarity loss = KL Divergence = Dy (N (pz,02) || N(0,I))

loss = reconstruction loss + similarity loss




L
VAE: loss and KL divergence

ATwo terms in the loss
A Similarity between data (input and ouput) A as in AE
A Similarity between probality and the normal distribution N(O,I)

AKullback-Leibler divergence

A measure how different a probability distribution Q is from another
reference distribution P

AP(X) is the true or target distribution (Normal distribution for us)

A Q(X) is the approximate or test distribution (the one used to
approximate 0(0))



KL In pratice

In practice, we choose simple distributions (such as
Gaussian distributions), for which ‘O _0 0 has an analytical
expression

gs(2|z) = N(,{L,JQI) et p(z) =N(0,1)

Then



L
WAE (if you want to go further)

AWnhat if the distributions did not have a simple form?
AThen not be able to calculate the KL exactly.

ATwo options:
A Approximate using Monte Carlo sampling

A or use other divergences (such as Wasserstein distance, in
WAE/WGAN for example)

ABut in classic VAE, we deliberately choose distributions
where KL is analytical



L
Variational Auto Encoder (VAE)

Alnfluence of KL on latent space

Only reconstruction loss Only KL divergence Combination
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Interpolation
with VAE




L
Masked Autoencoders (MAE)

A Partial observations

A Masked Autoencoders Are Scalable Vision Learners. He etal.
CVPR 2022

Orlgmal The tree turns green E S i
Decoder
} i P—
, g 0 Ay
Masked : The tree /77 green E g :
: A G 7.
: i -!. z.

Language : Image I Point cloud I Autoencoder



L
Masked Autoencoders (MAE)

Alnput image (e.g., 224x224 pixels)

ACut it into small patches
A16x1 6 Y t he xldf 196 matcHest

ARandomly delete a large proportion (often 75%) of the
patches

AEncoder
AVisible patches (see a very partial image)
A Encoder often a ViT = Vision Transformer
A Extracts features from the visible patches

ADecoder: takes these features and reconstruct all the
patches, including the masked ones



L
Masked Autoencoders (MAE)

ADataset easy to setup
AExamples of results

Masked image reconstructed image ground truth




L
Masked Autoencoders (MAE)

AReconstructed images are blurry "N ¥
A So what the point ?
Athe aim is not to produce perfect images,
Abut to learn a rich semantic representation (what the image
contains, not its exact details)

AMAE is a pre-training
A Discard the decoder

A Keep the encoder as a powerful backbone for other tasks
classification, segmentation, etc.

AMAE is effective for self-supervision



Auto-e ncode é

AMany autoencoders available
A Beta-VAE, VQ-VAE, TD-VAE, ¢é
AU-NET (next week)
A AE mixed with a GAN
A Related to ~Stable Diffusion (Dall-E)
A Ability to train them on things other than images

A3 D Mesh, Ani mati ons, et c. é
AA vast probl emebut a powerful to
encoder decoder
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GENERATIVE ADVERSERIAL NETWORK

lan Goodfellow

DeepMind
Verified email at deepmind.com - Homepage

Deep Learning

TITLE

Generative adversarial networks
| Goodfellow, J Pouget-Abadie, M Mirza, B Xu, D Warde-Farley, S Ozair, ...
Advances in neural information processing systems 27

CITED BY

67024
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Neural Network and Generation: GAN

AGenerative Adversarial Networks
A Goodfellow etal . 2014
A Several thousand of variants

AThe fACool o Applications of C
A Face generation
A Person with different poses
A Texture transfer
A Super resolution
A Text to images
Aé

EBGAN-PT
92016

Progressive GAN
102017
1024 x 1024
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Neural Network and Generation: GAN

AGAN = Generative Adversarial Networks
+ Works with less data because it generates
- Unstable

Training Set

Discriminator Q Real

= : —P

: @ @ 6 Fake
PR

-
-

Generator ‘
~H—
A |

--------------------------------------------------------------




L
Neural Network and Generation: GAN

AGAN = Generative Adversarial Networks
+ Works with less data because it generates
- Unstable

Training Set

S

GAN is relatef to the Min/Max algorithm
A the discriminator tries to maximize the loss function
A the generator tries to minimize the loss function

ménmgxﬁgm (D, G) = Eznpyy,,, 10g{D (z)}] + Ezvp () [log{l — D (G (2))}].



R - :
GAN

AComplicated problem
A Many trial versions before getting good results

ABut often impressive

Select a feature brush & strength and enjoy painting;

draw rémove

undo reset

Figure 7: Generated samples



GAN

Complicated problem
Many trial versions before getting good results

But often impressive

Condition Target Target Coarse Refined Condition Target Target Coarse Refined
-mage pose image (GT) result i pose image (GT) result result

‘I
B
‘8

Condition image

[/

LA
(a) DeepFashion (b) Market-1501

Target pose sequence Refined results

Aog D
I TE

Il & &
(c) Generating from a sequence of poses



L
GAN: the problems

Training a GAN Is not easy

A Collapse mode : the generator produces a limited number of
examples

AVanishing gradient : the discriminator becomes too good, too quickly
and so the generator learns nothing

ANon-convergence :the model parameters oscillate and never
converge

A More generally, an imbalance between the generator and the
discriminator causes overfiting, hyper sensitivity to parameters, etc.



GAN: the problems

AGradient Collapse

2
o \ﬁhﬁ___,
0 25 50

nnnnnn

ANon-convergence

........

ASolution
A Favor the generator

A Reduce the size of the latent space .
A Here reducing the code size from 100 to 16

after 4 epochs



Generator Network

An example of GAN: SRGAN

AGAN Super Resolution

B residual blocks
A

Discriminator Network
k3n64s1  k3nb4ds2

skip connection

k3n128s2 k3n256s2
k3n128s1 k3n256s1 k3n512s1

SRGAN

—
<
~
2
Za

| Dense



L
An example of GAN: SRGAN

bicubic SRResNet SRGAN
(23.53dB/0.7832)
—

(21.59dB/0.6423)

(21.15dB/0.6868)

Figure 2: From left to right: bicubic interpolation, deep residual network optimized for MSE, deep residual generative
adversarial network optimized for a loss more sensitive to human perception, original HR image. Corresponding PSNR and
SSIM are shown in brackets. [4x upscaling]

SRGAN




Transfer between distributions: CycleGAN

An X distribution
For example real photos

GAN from @ to ®
- Generator'O
- DiscriminatorO

GAN from ¢xo
- Generator'O
- DiscriminatorO

AY distribution
For example,
Monet paintings



L
Transfer between distributions: CycleGAN

AWNhy this ?
ATwo GANSs that motivate each other

A Transforming an image from A to B, then back to A, must find the
original image again

A CycleGAN combines two types of losses

A Adversarial loss (for each domain): so that GAB(A) and GBA(B) have
the target domain style.

A Cycle-consistency loss: to force round-trip consistency

Leye(Gap,GBa) = Eyul||GBa(GaB(2)) — ||1] + EyuB[||GaB(GBA(Y)) — yl|1]




GAN Cycle

AZhu etal. ICCV 2017
A Some results

~ — 7~ \ar:
Monet <__ Photos Zebras _ Horses Summer _ Winter
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Photograph ‘ Monet Van Gogh



GAN: Latent Space Editing

User edition with
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GAN: Latent Space Editing

A To edit different features the latent space must
A the generator should be able to make only one desired changes
A unique information for each dimension
A the latent space has to be disentangled

ABad example: shortening the hairs
ABui l ding a Aigoodo | atent space 1is
A Alternative: 2™ networkiiunder st ands 0, Amoveso I n

Image editing
Ashorten

Example of what we don't want



GAN: Latent Space Editing
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GAN: face modification

A StarGAN : Unified Generative Adversarial Networks for Multi-Domain
Image-to-Image Translation (2017)

{a) Training the discriminator (b) original-to-target domain (e) Target-to-original domain (d) Fooling the discriminator

| /Dep/l:h-:rise mnm l
. . : : Original :
Real image Fake image Fake image Fake image domain Fake image
(1) Y ¥ 2]

Domain
classification
S —

Real f Fake

) Reconstructed Real / Fake Domain
Input image image : g . classification

Depth-wise concatenation

Figure 3. Overview of StarGAN, consisting of two modules, a discriminator 1) and a generator G. (a) [J learns to distinguish between
real and fake images and classify the real images to its corresponding domain. (b) (7 takes in as input both the image and target domain
label and generates an fake image. The target domain label is spatially replicated and concatenated with the input image. (c) & tries to
reconstruct the original image from the fake image given the original domain label. (d) (7 tries to generate images indistinguishable from
real images and classifiable as target domain by 13,

(O New parts comparing to GAN



GAN: face modification

A StarGAN : Unified Generative Adversarial Networks for Multi-Domain
Image-to-Image Translation (2017)

Input Blond hair Gender Aged Pale skin Input Angry Happy Fearlul

; FREES™, . ; e, o el = =< ; P
Figure 1. Multi-domain image-to-image translation results on the CelebA dataset via transferring knowledge learned from the RaFD dataset.

The first and sixth columns show input images while the remaining columns are images generated by StarGAN. Note that the images are
generated by a single generator network, and facial expression labels such as angry, happy, and fearful are from RaFD, not CelebA.
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StyleGAN

AHow to know if the space W has less entanglement than Z (is more
disentangled)? C new metric

A Perceptual Path Length : Measures the degree to which the image is modified
during interpolation. NnAGentl eo modi ficat|

A Linear separability : favor that two points in the latent space corresponding to two
image classes are separated via a hyperplane C calculates conditional entropy in
order to determine the amount of information needed to accurately classify these
latent points.

: ‘_ ¥ of “ VAR
- -
-l e AN »y a2 Noise \
¥ 3 't A RN L% B r
i . W e T /
43 e Y * ' » " .t % * 1 r P Affine Transform ./'_N:
Affine Transform /_N E
Mapping
Network m
mm‘n..nm :
Affing Transform /,_wL I:I
.
® LI
Synthesis Network

A Style-Based Generator Architecture for Generative Adversarial Networks.
CVPR 2019Karrasetal (NVIDIA)



A Style-Based Generator Architecture for
Generative Adversarial Networks

Tero Karras, Samuli Laine, Timo Aila; Proceedings of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition (CVPR), 2019, pp. 4401-4410

StyleGAN

Source A: gender, age, hair length, glasses, pose

Source B: .
everything Result of combining A and B

Latent z € Z Latent z € 2 . Noise
Synthesis network g . .
ij4 | Our generator thinks of an image as a
Mapping e

Fully-connected

network f

collection of “styles”, where each style
controls the effects at a particular scale

* Coarse styles — pose, hair, face shape

* Middle styles — facial features, eyes

Conv 3x3

88

* Fine styles — color scheme

(a) Traditional (b) Style-based generator



Baseline StyleGAN (config A)

Styl e GAN

StyleGAN

A 2020 StyleGAN2

A Pipeline revisited to
remove artefacts

AL e s s (slilabig)a

A StyleGAN3

A Pipeline revisited again
A 2021

AReally realistic images

A Better than 3D mesh,
texture, rendering

A But lack of control for
any posture/animation




EditGAN

AEditing Area instead of global features

A EditGAN: High-Precision Semantic Image Editing. Ling etal. NIPS
2021

A modifying the segmentation areas: drawing a new mask

Filibrush color B Erush shape: (1 K7 Brush size: 34  — A NVIDIA.  EdeGAN Bota

=




R - :
EditGAN

AEditing Area instead of global features

A EditGAN: High-Precision Semantic Image Editing. Ling etal. NIPS
2021

A modifying the segmentation areas: drawing a new mask




R - :
GAN VS AE

+ need images but no label

Need images and label but
not so much because of the generator

+ Often the GAN offers more realistic
results because the AE are limited

to observing only the data

+ New data goes into latent
space with encoder

- Hard to train + Ease of training
- New data can not enter in latent space directly

A GANSs are used for image generation, style transfer, image-to-image
translation, super-resolution, and realistic image generation.

A Autoencoders find applications in image denoising , dimensionality
reduction, anomaly detection, and feature learning.




AE
Blond hair
-y

Blond hair
-y

VS
Lateﬁt space

Latent space

-10
=10

15
=15

GAN
Encoder + Decoder

GAN: only generator

AE



GAN / AE: mixed = AE-GAN
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AAE where Decoder is boosted by Discriminator like in GAN

AGAN where an Encoder is trained to convert any image into
the GAN latent space



D
Conclusion: AE-GAN

2021, GANs first demonstrated their capability to reproduce
stunningly realistic 3D images (mostly faces). Next

A create temporally consistent video

Alincrease control

ACl assical 3D pipeline will change
A See for instance https://www.unite.ai/gan-as-a-face-renderer-for-traditional-cqi/

Original Anger Disgust Fear Happiness Sadness Surprise
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POSES AND IMAGES




BODY MOVEMENT RECOGNITION
AND ANALYSIS

For interaction: video games, HMI, VR, etc.
Study of sporting gestures
Study of walking in ambulatory pathology




MONOCULAR POSE ESTIMATION
(APPLICATIONS OF CNN)

VNect: Real-time 3D Human Pose estimation with a Single RGB
Camera. SIGGRAPH 2017



